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SECURITY RISKS
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In this paper, the EFR (European Financial Services Round Table) proposes a set of best practices
intended for the Board and C-Level Senior Management at Financial Institutions to enhance the
management of new security risks in Agentic AL. Agentic Al extends Generative Al by enabling
systems to plan, reason, use tools (APIs, workflows, databases) and execute multi-step actions
with limited real-time human intervention. This shift from “AI that answers” to “Al that acts” can
materially amplify operational, cyber, compliance and systemic risks in the European financial
sector. The proposed best practices are grouped into three dimensions: Al risk framework in-
ventory, Al risk identification, and Al risk control objectives & controls. The EFR seeks feedback
from its members on the proposed best practices and principles for Agentic Al Risk Management
before advocating their adoption.
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EXECUTIVE BRIEFING

As agentic Al capabilities are integrated into core business pro-
cesses, the timely identification and assessment of newly induced
risks becomes essential, especially for trust-dependent sectors
such as finance and insurance.

As a matter of fact, both sectors are entering a new phase of Al-
driven transformation by gradually integrating agentic capabili-
ties. While Generative Al (GenAl) and Large Language Models
(LLMs) expanded the ability to analyze, summarize and generate
content, Agentic Al extends these capabilities into autonomous
action: agents can plan and sequence tasks, invoke tools and
APIs (Application Programming Interface), interact with other
agents, maintain memory/context, and execute decisions in op-
erational systems.

Financial Institutions are no stranger to adopting such advanced
technologies to serve their customers, stakeholders and society.
However, Agentic Al also amplifies known operational risks; un-
controlled Agentic Al adoption could result in severe negative
consequences for Financial Institutions (e.g. erosion of trust, sys-
temic impact). As aresult, Financial Institutions have an imperative
to deploy Agentic Al responsibly and prepare for the adversarial
use of Agentic Al by malicious actors.

This white paper, developed by the EFR Cyber Working Group, pro-
vides a high-level overview of the risks infroduced by Agentic Al
and proposes measures to mitigate those risks. It comes as a com-
plement to the 2025 EFR paper on GenAl security risks by focusing
specifically on risks that are amplified or newly created by agent
autonomy, tool orchestration, persistent memory, and multi-step
execution. As in the previous paper, the scope is security risk man-
agement (cybersecurity, operational security, resilience and
traceability) rather than the full spectrum of Al risks.

The insights contained in this document are the result of a series of
EFR workshops held between late 2025 and early 2026. The
workstream refined the scope and collected sources, produced
an initial list of Agentic Al security risks, defined control objectives
to reduce the probability and impact of those risks, and identified
concrete examples of controls to implement these objectives. The
collaborative effort consolidated expert knowledge and practical
experience from financial institutions to propose a set of controls
for deploying Agentic Al safely.

The document is structured to guide readers from an overview of
Agentic Al and its impact on financial activities, to a library of
Agentic Al security risks, with finance-specific examples for each
risk, and a set of control objectives and illustrative controls. It also
highlights cross-cutting success factors to integrate Agentic Al into
existing risk management and control frameworks.

Key takeaways

[1 Agentic Al boosts ef-
ficiency and service,
but materially expands
operational and cyber
risk by enabling auton-
omous actions in live
systems.

[ It creates a distinct
risk class (unauthorized
tool execution/privi-
lege escalation, indi-
rect prompt injection,
third-party dependen-
cies, autonomy diriff,
memory feedback
loops, “flash” cas-
cades).

[l Autonomy must be
governed not default:
risk-tier use cases; least
privilege + strong iden-
tity ; human approval
gates and circuit
breakers for high-im-
pact actions.

[l Resilience and regu-
latory readiness require
end-to-end traceabil-
ity, continuous monitor-
ing, and lifecycle gov-
ernance across Risk/Se-
curity/Compli-
ance/Business with pe-
riodic reassessment.

EFR owns and retains all rights, title, and interest (including intellectual property rights) in and to all EFR materials.
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INTRODUCTION

Artificial Intelligence is reshaping finance and insurance with Agentic Al, often powered by Large
Language Models, marking a significant shift by enabling systems to plan, decide, and act autono-
mously through direct access to data, tools, workflows, and fransaction systems. While this capability
opens the door to new operating models such as straight-through servicing, automated investigo-
tions, and agent-assisted operations, it also fundamentally alters the risk landscape for a sector built
on trust. The combination of autonomy, speed, and system-level access means that model errors,
misalignment, or adversarial manipulation can translate into immediate operational consequences,
such as unauthorized fransactions, data leakage, or market-moving actions. As these failures may
propagate faster than fraditional controls can detect or mitigate them, Agentic Al at scale not only
infroduces efficiency gains but also poses a direct challenge to the stability of the trust relationship
that underpins financial institutions, and potential penalties from the regulators.

This follow-up paper builds on the EFR 2025 white paper on GenAl security risk and focuses on secu-
rity risks that are specific to, or materially amplified by, agentic patterns such as tool orchestration
(including emerging protocols such as MCP), persistent memory, multi-agent interactions, and long-
horizon autonomy. It draws on a series of EFR workshops conducted from late 2025 to early 2026 to
identify a core set of agentic risks, define control objectives, and illustrate implementable conftrols
with finance-specific examples.

This paper does not aim to exhaustively cover the full spectrum of risks associated with Agentic Al,
such as business model risk, conduct risk, or broader ethical considerations. Agentic Al is a relatively
recent and rapidly evolving technology, which makes it inherently challenging to accurately assess
the likelihood or potential impact of its risks at this stage. While it is not yet fully clear how these systems
may extend or tfransform existing generative Al risks, there are strong indications that certain well-
known issues could be expanded or amplified by agentic autonomy. Within this context, the objec-
tive of this paper is fo propose a pragmatic, security-focused blueprint that security, risk, and tech-
nology leaders can use to frame Agentic Al adoption, prioritize mitigations, and align with existing
regulatory and operational resilience expectations.

The remainder of this document outlines a library of Agentic Al security risks relevant to financial
institutions, confrol objectives designed to reduce the probability and impact of these risks, and rec-
ommendations to support implementation. Given the rapid evolution of Agentic Al capabilities, the
approach emphasizes continuous monitoring, periodic reassessment, and governance across the
full lifecycle, from design to run-time operations.

STRUCTURE AND APPROACH

This paper follows a pragmatic, agentic-only approach grounded in the EFR workshops. It starts by
clarifying what is meant by Agentic Al in a financial context (autonomy, tool access, orchestration,
persistent memory and multi-agent patterns). It then presents a focused library of Agentic Al secu-
rity risks and finally proposes conftrol objectives and illustrative conftrols to mitigate these risks in real
deployments.

EFR owns and retains all rights, title, and interest (including intellectual property rights) in and to all EFR materials.
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RISK IDENTIFICATION: LIBRARY OF AGENTIC Al SECURITY RISKS

The focus of this section is on the specific security risks associated with Agentic Al during the work-
shops. These risks are not meant to replace existing GenAl/LLM risk inventories; rather, they highlight
where autonomy, tool use, and persistent memory create new attack paths or amplify the impact
of familiar threats. The appendix provides a consolidated list of Agentic Al risks.

Unauthorized tool orchestration & privilege escalation

Description: Agentic Al relies on external tools (APIs, databases, workflow engines, payment
systems), sometimes connected through exchange protocols such as MCP. A risk arises
when an agent invokes tools beyond intended scope, bypasses security boundaries, or es-
calates privileges to perform unauthorized actions. This is particularly true when agents ac-
cumulate technical debt and lack updated guardrails.

Finance illustration: (Bank) a customer-service agent with access to a “refund tool” is ma-
nipulated to initiate a high-value transfer to an external account resulting in a significant
loss. (Insurance) a claims agent queries sensitive medical records not related to the current
claim to “improve reasoning” resulting in a discrimination bias and potential lawsuit.

Indirect prompt injection via external/internal data and tools

Description: Attackers can embed malicious instructions inside data an agent consumes
(web pages, emails, documents, tool outputs). When the agent ingests this content, it may
freat it as instructions and change its plan or tool usage. This is significantly more dangerous
for agents because it can lead to real actions (tfransactions, data access, changes) rather
than incorrect text output.

Finance illustration: (Bank) an “invoice” attachment contains hidden instructions to delete
audit logs after processing. (Insurance) a competitor inserts hidden prompts on a public
website so a market-analysis agent reports manipulated conclusions. Both resulting in weak-
ening safety mechanism of the systems.

Supply chain & third-party vulnerabilities and dependencies

Description: Many institutions will depend on third-party agent platforms, models, plugins,
and tool connectors, including open-source components. Vulnerabilities or misconfigura-
tions in these elements (such as memory stores or tool plugins) can lead to backdoors, data
leakage, or integrity issues, while over-reliance on a small number of providers infroduces
model dependency and regression risks, where upstream changes or model updates may
unintentionally alter agent behavior or weaken conftrols at scale.

Finance illustration: (Bank) an open-source memory library vulnerability allows access to
other customers’ sessions resulting in a breach of confidentiality obligation. (Insurance)
compromise of a third-party identity verification agent enables synthetic identities and au-
tomated fraudulent claims resulting in a significant loss for insurers.

Loss of human oversight and “drift” in autonomy

Description: As autonomy increases, agents may make critical decisions without appropri-
ate human checkpoints, potentially deviating from corporate policy, client constraints, or
regulatory requirements. Over time, changes in tools, prompts, policies, or environments can
lead to “drift” where the effective autonomy of the agent exceeds what was approved.
Finance illustration: (Bank) a wealth agent rebalances a portfolio into volatile assets that
meet a refurn goal but violate the client’s risk appetite constraints endangering the long-

EFR owns and retains all rights, title, and interest (including intellectual property rights) in and to all EFR materials.
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term personal wealth of the client. (Insurance) a pricing agent identifies correlations that
act as proxies for protected classes, leading to discriminatory outcomes and potential law-
suits.

5. Auftonomous decision feedback loops & self-reinforcing bias (persistent memory
risk)

e Description: Agentic Al systems with persistent memory may store and reuse prior decisions,
tool outputs, and reasoning artefacts as authoritative inputs for future decisions. If this
memory is corrupted through agent memory poisoning, attackers can inject misleading in-
formation that subtly redirects decisions. Over fime, agents may enter closed feedback
loops that amplify bias, concentration, or unsafe behaviors; potentially even when human
oversight formally exists.

¢ Finance illustration: (Bank) a fraud or credit agent stores historical rejections; future cases
are benchmarked against past decisions and converge on narrow patterns, amplifying
bias. (Insurance) an underwriting agent reuses historical settlement rationales, reducing sen-
sitivity to new evidence and embedding unfair outcomes. Both cases could lead to discrim-
ination, severe penalties and lawsuits.

6. Systemic market instability (“flash” risks)

e Description: Multiple autonomous agents reacting to shared signals (market data, news, risk
metrics) can create feedback loops that cause strong disruption either at market level, sub-
market level (pricing, liquidity, credit, etc.) or inside the company. Speed and similarity of
models may amplify herd behavior and procyclicality.

¢ Finance illustration: (Bank) multiple institutions deploy similar frading agents; a small shock
friggers synchronized sell orders causing a flash crash. (Insurance) reinsurance agents adjust
risk-sharing based on a faulty model, leading to sudden industry-wide withdrawal of cover-
age. This will come in violation of arficle 55 of Al Act by infroducing systemic risk.

Refer to Appendix B - LIST OF Al SECURITY RISK for details

EFR owns and retains all rights, title, and interest (including intellectual property rights) in and to all EFR materials.
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CONTROL OBJECTIVES AND MITIGATION STRATEGIES

While many security principles remain valid, Agentic Al materially changes how risk manifests in fi-
nancial institutions. By design, agents can chain actions across systems, operate over long horizons,
and execute with limited real-tfime human involvement. This increases both probability (new attack
surface: tools, memory, orchestration protocols) and impact (direct execution in production sys-
tems). Traditional controls therefore need adaptation: explicit Al identities and least privilege for tools,
deterministic policy checks before sensitive actions, stronger traceability for tool calls and memory
writes, autonomy circuit breakers, and additional resilience conftrols to prevent cascading effects.
The following control objectives and illustrative controls focus on these agentic-specific requirements.

Below is a description of the control objectives that might be relevant to consider and include in the
security confrol framework of companies relying on GenAl for their operations.

AGENTIC AI-SPECIFIC CONTROL OBJECTIVES & EXAMPLE CONTROLS

1) UNAUTHORIZED TOOL ORCHESTRATION & PRIVILEGE ESCALATION
Control objective: Enforce least-privilege access for agents and tools, and prevent unauthorized tool
invocation or privilege escalation at run time.

¢ Agent identity and entitlements: provision per-agent service identities; assign granular, pur-
pose-bound permissions to each tool/API; enforce stricter policies for read vs write/execute
tools.
¢ Intent validation before execution: use deterministic policy engines and/or constrained vali-
dators to verify action intfent and context (e.g., amount thresholds, beneficiary allow-lists)
before allowing tool calls; do not rely on LLM reasoning alone.
¢ Tool/MCP hardening: restrict tool schemas, validate input/output, block internal network tar-
gets by default, segregate high-impact tools behind additional controls, and monitor tool
usage patterns.
e Transaction safety controls: idempotency keys, two-phase commit for irreversible actions,
compensation/undo paths, and circuit breakers when tools fail.
¢ Monitoring and auditability: log tool invocations (parameters, outcomes), bind them to
agent identity and user/session, and store tamper-evident audit trails.
Example: In the “refund tool” scenario, a policy engine blocks any “refund” tool call that changes
beneficiary IBAN or exceeds pre-approved thresholds; tool calls are only allowed from the agent
identity with explicit “refund:write” scope, and every attempt is logged and alerted.

2) INDIRECT PROMPT INJECTION VIA DATA/TOOLS
Control objective: Treat all inputs as untrusted data and prevent embedded instructions from influ-
encing agent plans or tool calls.

¢ Input sanitization and normalization: strip embedded instructions, scripts, hidden metadata
and prompt-like patterns from documents, web pages, emails and tool outputs before they
enter prompts or plans.

¢ Plan verification: use a restricted validator (rule-based or constrained model) to review agent
plans and tool-call sequences prior to execution, especially for write actions.

¢ Sandboxed browsing/parsing: isolate content retrieval and forbid execution of code found
in content; disallow internal network targets by default.

¢ Memory poisoning resistance: validate what can be written to long-term memory; tag prov-
enance; reject suspicious or conflicting entries.

EFR owns and retains all rights, title, and interest (including intellectual property rights) in and to all EFR materials.
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Example: In the “invoice attachment” scenario, the ingestion pipeline removes hidden text and in-
struction-like strings; the validator rejects any plan containing “delete logs” or other non-business ac-
tions and forces escalation to a human reviewer.

3) SUPPLY CHAIN & THIRD-PARTY VULNERABILITIES AND DEPENDENCIES
Control objective: Manage third-party dependencies (models, frameworks, plugins, orchestration
layers) to prevent vulnerabilities and misconfigurations from compromising the agent ecosystem.

e SBOM and inventory: maintain a complete inventory of agent components (models, tools,
plugins, memory stores, MCP configurations), versions, licenses and known vulnerabilities.
¢ Vendor due diligence and audits: apply TPRM, periodic security assessments, and certifica-
tion requirements proportionate to risk (e.g., ISO/IEC 42001 where applicable), including
when confracts do not explicitly mention agentic use.
e Secure configuration and patching: harden agent/MCP platforms, enforce WAF/API protec-
fion, vulnerability scanning, and prompt patch cycles.
¢ Segmentation and sandboxing: isolate third-party tools and agents with constrained privi-
leges, network segmentation, and zero-trust conftrols.
¢ Data governance: limit data sharing to minimum necessary; enforce residency and PIl pro-
tections across the fool chain.
¢ Model regression: Ensure model flexibility and use multiple models from different providers to
minimize the risk of model performance regression
Example: An external identity-verification agent is deployed behind an APl gateway with strict allow-
lists and rate limits; the vendor is subject to periodic audits; the integration runs in a segmented envi-
ronment so a compromise cannot access core claims systems.

4) LOSS OF HUMAN OVERSIGHT AND “DRIFT" IN AUTONOMY
Control objective: Ensure that high-impact agent actions are subject to appropriate human over-
sight and that autonomy levels cannot silently expand beyond what has been approved.

¢ Oversight mode registration: explicitly document whether each use case is human-in/on/out-
of-the-loop; define what constitutes “critfical” actions (e.g., DORA-like criteria), and map re-
quired approvals accordingly.

¢ Independent guard agent: Require a separate validation layer fo review high-impact actions,
policy deviations, and autonomy expansion; if the guard layer is unavailable or bypassed,
the system must pause, escalate, or fall back to a constrained mode.

¢ Mandatory approval gates: pause and require explicit authorization for sensitive or irreversible
actions, with fimeout and escalation paths.

¢ Autonomy drift monitoring: continuously compare planned vs allowed actions, detect policy
deviations, and trigger kill-switches/circuit breakers.

¢ Explainability and state review: retain sufficient fraces (inputs, decisions, tool calls, memory
updates) so authorized reviewers can inspect the agent’s plan and state.

o Operational observability: dashboards, alerts, confidence thresholds, and SLA-based
pauses/resumes to oversee agents at scale.

Example: A wealth agent may propose a rebalance, but execution of tfrades above a risk/volatility
threshold is automatically held for an investment committee reviewer; if the agent’s proposed asset
classes drift outside the approved mandate, the run-time policy blocks execution and halts the work-
flow.

5) AUTONOMOUS DECISION FEEDBACK LOOPS & SELF-REINFORCING BIAS (PERSISTENT
MEMORY RISK)

Control objective: Treat agent memory as a regulated decision input and prevent memory poisoning
and closed-loop behavior from amplifying bias or unsafe outcomes.

EFR owns and retains all rights, title, and interest (including intellectual property rights) in and to all EFR materials.
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Memory governance: explicitly classify long-term memory and define what information is al-
lowed to influence future decisions; define roles and responsibilities across the chain (client,
provider, 3rd/4th parties).

Memory scoping and decay: separate observational memory from decision-authoritative
memory; implement fime-based decay/forgetting and periodic resefts.

Provenance and write controls: fag memory entries with source metadata; restrict who/what
can write; log all writes; validate new entries to prevent poisoning.

Bias and drift monitoring: track decision distributions over time and trigger corrective actions
(constraint tightening, retraining, human review) when thresholds are exceeded; apply mon-
iforing to mulfi-agent cohorts sharing memory/resources.

External validation: periodically challenge repeated decision patterns with fresh evidence
(independent model checks or human review) to break closed loops.

Example: A fraud agent can only write fo decision-authoritative memory from trusted, signed
sources; any new ‘“rule” inferred from tool output is quarantined and requires validation before pro-
motion. Drift monitoring detects rising false positives concentfrated on a segment and forces human
review and model recalibration.

6) SYSTEMIC MARKET INSTABILITY (“FLASH" RISKS)
Control objective: Prevent agent behavior from creating or amplifying destabilizing feedback loops
in markets or high-impact financial processes.

Rate limiting and jitter: throttle agent actions that can move markets; randomize timing to
reduce synchronized behavior; cap aggregate throughput.

Staged approvals for market-moving actions: mandatory human approvals, fime-based
holds, and risk/compliance sign-off above defined thresholds.

Diversity and de-correlation: require strategy/model diversity and heterogeneity of inputs;
monitor for convergence and synchronization signals across agents.

Stress-signal circuit breakers: detect volatility/system stress, suspend autonomy and switch
to human-driven workflows.

Scenario testing and back-testing: validate agent behavior in simulated adverse conditions
before production.

Example: During a volatility spike, an automated “sell” recommendation generated by multiple
agenfs is slowed by throughput caps; circuit breakers suspend autonomous execution and require
human approval for any action above pre-defined risk limits.

EFR owns and retains all rights, title, and interest (including intellectual property rights) in and to all EFR materials.

Page 9 of 14
Public



EFR Paper on security risk in agentic artificial intelligence for finance June 2026

European Financial Services
Round Table

CONCLUSION

Agentic Al can deliver significant value to financial institutions by automating multi-step work and
improving speed and service quality. At the same fime, it infroduces or amplifies security risks be-
cause agents can directly invoke tools and execute actions in operational systems. This paper iden-
fified a focused set of Agentic Al risks including unauthorized tool orchestration, loss of oversight,
indirect prompt injection, systemic flash risks, third-party vulnerabilities, and persistent-memory feed-
back loops, and proposed control objectives and illustrative controls to reduce their probability and
impact.

While the selection of security risks presented in this document covers many common security risks, it
does not address exhaustively the full panel of security risks that one may encounter while dealing
with the development and usage of a new Al-powered system. Eventually the Al field is moving fast
and new risks may arise, while identified risks may evolve.

Financial institutions are strongly encouraged to treat autonomy as a controlled capability, not a
default feature. Practically, this means to classify use cases by autonomy level and criticality, design
secure agent architectures with explicit identities, least-privilege tool access, deterministic policy
checks and strong data governance, require human approval gates and circuit breakers for sensi-
tive actions, and implement end-to-end fraceability (tool calls, memory writes, outcomes) together
with continuous monitoring and periodic reassessment. This approach aligns Agentic Al deployment
with existing operational resilience expectations and enables effective incident response when fail-
ures OCCur.

Adversarial use of Agentic Al, combined with the need to secure blossoming Agentic Al initiatives, is
pushing a double organizational burden on security teams. It forces organizations to rethink their
security and risk posture, as autonomous capabilities can be weaponized or exploited by malicious
actors at greater speed, scale, and persistence. Such systems can coordinate multi-step aftacks,
adapt in real fime, and exploit technical or human vulnerabilities more effectively than traditional
threats. As a result, organizations must shift from largely reactive defenses toward proactive, resilient
approaches that anticipate autonomous and continuously evolving adversarial behaviors.

This study represents the collective work of a panel of security professionals from leading European
banks and insurance companies. As we face a fast-evolving field, it is urgent to address these
problems while also being prudent. It is crucial to monitor the evolution of Al technologies and adapt
our course of action accordingly. By doing so, we ensure that our approach remains relevant and
effective in the face of confinuous advancements in the Al industry.
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APPENDIX A: AGENTIC Al REFERENCES AND SOURCES

SELECTED REFERENCES (WORKSHOP SOURCE LIST)

Global & multilateral (systemic risk & standards)

BIS Bulletin No. 100: Al and Human Capital (includes scenario “Al Agents”).
FSB — Financial stability implications of Al (supply chain and autonomy implications).
IOSCO - Al in capital markets report (autonomous Al governance and market integrity).
IMF — Advances in Al: implications for capital markets (volatility and liquidity amplification).
G7 Hiroshima Process Code of Conduct (traceability and oversight for advanced Al sys-
tems).

e ISO/IEC 42001:2023 — Al management systems.
North America (guidelines & supervision)

o NIST AI RMF 1.0 (and GenAl profile) — autonomy and human oversight modes.
e U.S. Executive Order 14110 on Safe, Secure, and Trustworthy Al — testing and safeguards for
advanced capabilities.
e U.S.Treasury — Al in financial services (fraud and cybersecurity risk themes).
e CISA/DHS - Al security guidance (prompt injection, tool orchestration, supply chain).
o OSFI (Canada) — workshop reports addressing agentic Al risks (where applicable).
Europe (regulation & supervisory authorities)

EU Artificial Intelligence Act (2024) - risk-based requirements for certain Al systems.
ENISA — Al cybersecurity guidelines (including chained vulnerabilities in agentic systems).
UK NCSC - Guidelines for Secure Al System Development (endorsed by 21 nations).
Selected national supervisory guidance where relevant (e.g., ACPR, BaFin) linking Al use
and ICT/operational resilience expectations.

Asia-Pacific (fraceability & rapid response)

¢ MAS - Al risk management guidance and cyber risk notes on GenAl/agent patterns (as ref-
erenced by the workstream).
e Singapore CSA - guidelines and companion guides for securing Al systems (including agen-
tic considerations where applicable).
¢ China CAC/related standards — governance and labeling measures relevant to fraceability
of Al-generated content/actions.
Industry playbooks & community frameworks

OWASP - Agentic Al - Threats and Mitigations

Cloud Security Alliance (CSA) — MAESTRO framework (agentic Al threat modeling).
FINOS — Al governance framework (financial community governance practices).
MITRE — ATLAS (Adversarial Threat Landscape for Artificial-Intelligence System:s)
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APPENDIX B: LIST OF AGENTIC Al SECURITY RISKS

Agentic AI risk

Unauthorized tool orchestra-
tion & privilege escalation

Loss of human oversight and
“drift” in autonomy

Indirect prompt injection via
data/tools

Systemic market instability
(“flash” risks)

Supply chain & third-party
vulnerabilities

Autonomous decision feed-
back loops & self-reinforcing
bias (persistent memory
risk)

Short description (workshop synthesis)

Agents invoke tools/APIs beyond intended scope, bypass
boundaries, or escalate privileges to perform unauthorized ac-
tions (including via orchestration layers such as MCP).

Critical actions occur without appropriate checkpoints; auton-
omy increases over time due to changes in environ-
ment/tools/policies beyond what was approved.

Malicious instructions embedded in content consumed by the
agent influence plans and tool calls, leading to harmful actions.

Synchronized autonomous agent responses create destabilizing
feedback loops in markets or high-impact financial processes.

Weaknesses in agent platforms, plugins, memory stores, or
open-source components create backdoors, data leakage, or in-
tegrity failures.

Persistent memory and repeated decision trajectories reinforce
bias or unsafe outcomes; memory poisoning can redirect rea-
soning over time.
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AGENTIC Al CONTROL FRAMEWORK:
KEY PRINCIPLES AND MEASURES

FOUNDATIONAL CONTROL OBJECTIVES FOR AGENTIC Al SECURITY

To address the unique security risks presented by Agentic Al, organizations must establish robust
control objectives focused on both general and specific safeguards. These controls should be de-
signed to ensure the integrity, safety, and resilience of agentic Al systems, especially within financial
and insurance contexts. These should be composed of the following sections:

PRESENCE OF HIGH-LEVEL MECHANISMS

The presence of overarching security mechanisms is essential in managing Agentic Al risks. These
mechanisms create the foundational structure for risk management and operational oversight.
They are organizational and ensure the proper governance of agentfic Al risks.

GENERAL-CASE MEASURES

General-case measures are more technical but remain the foundation of operational security.
These are commonly accepted principles that need to be extended to cover agentic capabilifies.
They include measures such as:

¢ Standardized identity and access management for agents and fools ensures that only au-
thorized entities can interact with critical systems and data.

e Consistent logging and monitoring of agent activities provide fransparency and traceabil-
ity, enabling detection of anomalous behavior and facilitating incident response.

e Regularrisk assessments and impact analysis of agentic workflows help organizations under-
stand their exposure and adjust controls as agent capabilities evolve.

e Integratfion of agentic Al into incident management and business continuity planning en-
sures preparedness for potential failures or security breaches.

ADDITIONAL OR SPECIFIC MEASURES

In addition to general safeguards, organizations should implement targeted controls relevant to the
unigque vulnerabilities and operational patterns of agentic Al system:s.

EXCLUSION OF POSSIBLE BYPASSES

Finaly, for each conftrol objective, potential bypasses should be explicitly mentioned and banned
to ensure security professionals and business feams work in a secure environment where risks are
managed in the most efficient way possible. These bypass checks include measures such as:

o Ensuring that agents cannot escalate their own privileges or modify policies, logs, or access
rights prevents unauthorized changes and privilege abuse.

e Preventing direct, unconftrolled access to sensitive systems or data sources to reduce the
risk of data leakage and system compromise.
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e Enforcing that all agent actions pass through monitored, policy-enforced interfaces guar-
antees oversight and compliance with established rules.

e Regular testing and validation help detect and remediate potential paths around security,
governance, or compliance controls, maintaining system integrity.

ALIGNMENT WITH TRADITIONAL SECURITY FRAMEWORKS

The foundational controls required to mitigate Agentic Al risks remain consistent with established
security, risk, and governance frameworks. However, these controls must be refined and adapted
to accommodate the autonomous nature of agentic systems:

e Update security and access-control policies to reflect autonomous tool use and APl orches-
tration.

¢ Strengthen monitoring and audit capabilities to capture multi-step agent behavior and
cross-system interactions.

e Enhance operational resilience for autonomous decision paths, ensuring agents can re-
cover from failures and disrupftions.

e Enforce clear rules for safe and ethical agent conduct, supporting compliance and safe-
guarding frust within the Finance and Insurance sectors.

By fine-tuning these controls to the specific characteristics of Agentic Al (such as continuous plan-
ning, fool invocation, and system-level autonomy) organizations can effectively manage the
emerging challenges and protect their operations.
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